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Summary
In this document, we propose a sensor suite that allows addressing the specifications of the

different project partners. We present a suggested sensor for each of the modalities

considered and design a configuration that meets the coverage requirements. In summary,

we recommend using two RGB-D cameras, one pose tracking camera, two 2D LiDARs, and a

set of additional modalities, including wheel odometry, radar, microphone, and force sensing

for the gripper. We also suggest possible options for CPU and GPU modules to carry out the

necessary computations.
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1. Introduction
To address the objectives defined in the project proposal, the robots deployed in Harmony

will have to operate in dynamic, human-populated environments. The challenges presented

by this scenario call for an accurate design of the perception pipeline that maximizes the

extraction of relevant information from the scene, while also ensuring a safe operation.

Therefore, a series of factors need to be carefully taken into account in the design of an

appropriate sensor setup, including: redundancy, sensor coverage, multimodality (e.g., to

handle transparent objects), and robustness to changing environments. Furthermore, the

overlaps between the requirements of the various tasks should be exploited so that each

sensor can be used for as many objectives as possible.

To this purpose, we collected the sensing requirements from the partners involved in the

project and conducted an evaluation of different options for sensors that meet them. In this

document, we present the results of the evaluation and define a proposal for a sensor setup

and configuration that allows addressing the required specifications.

In summary, we recommend making use of the following sensor suite:

● 2x RGB-D cameras: Microsoft Azure Kinect;

● 1x Tracking camera: Intel® RealSense™ T265;

● 2x 2D LiDAR: SICK 2D LiDAR sensors TIM781S-2174104

● Additional modalities, including: wheel odometry, radar, microphone, force sensor for

gripper.

The sensing requirements are summarized in Section 2. A complete overview of the sensors

can be found in Section 3. The suggested configuration of the sensor suite is presented in

Section 4, while Section 5 introduces a number of possible hardware options to address the

computational requirements.

2. Sensing requirements
A variety of sensing inputs is required by the robot in order to fulfil the tasks defined by the

use cases. For instance, for navigation and mapping the sensors need to detect obstacles in

the scene to allow collision-free path planning. For grasping and manipulation, the sensors

need to enable high-resolution 3D object detection and reconstruction. Based on the project

proposal and on the feedback received by the partners, we identified the following main

sensing requirements:

● RGB-D data with associated pose: Color images are required for all tasks relying on

visual input information, while depth data is useful for all tasks that need 3D spatial

input, as for example scene segmentation or occupancy map creation. The associated

pose is crucial to fuse the incremental data. To capture the dynamic scene, the RGB-D

sensor update rate should be at least 10 Hz.
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● Range: Tasks that involve manipulation require perceiving objects at a close distance

from the robot. On the other hand, for mapping and navigation, the robot should be

able to perceive the scene and the objects in it from a larger distance. This allows it to

detect obstacles and salient objects in advance and direct itself towards the relevant

parts of the scene. We identified a sufficient range of interest for mapping,

manipulation, interaction and planning tasks to be 0.5m - ~2.5m. Additional tasks

may require a larger range, up to 10m, such as tracking of human agents which will

be covered by the 2D LiDAR (also cf. “Accuracy for obstacle detection and

avoidance”).

● Field of view: Manipulation tasks require the workspace, the robot arms, and the

manipulated objects to be fully in the field of view of the robot. Navigation tasks, on

the other hand, rely on a complete view of the portion of the scene in front of the

agent. While the main focus should be on the salient objects in the direction of

movement, the field of view should be sufficiently large, both in the vertical and

horizontal direction, to also include parts of the ceiling and the floor (which could be

helpful in identifying structures) and of the sides of the scene (which could aid in

detecting entities in the surroundings of the robot).

● Object reconstruction accuracy for grasping: In order to achieve an averaged surface

reconstruction error of less than 1% of the object size, a depth resolution in the order

of millimeters is required.

● Accuracy for obstacle detection and avoidance: Navigation tasks will rely on

occupancy grids with a desired resolution in the order of centimeters, which should

also include the object velocities and object extent (e.g., radius). This information can

be obtained from the front-facing RGB-D camera based on the output of the semantic

segmentation module in combination with the 2D LiDAR. For example, for different

projects some partners have previously relied on a 2D LiDAR person-detection

algorithm [1] paired with RGB-D person detection [2]. Additionally, the data from the

2D LiDAR may be used to ensure low-level safety.

● Computational resources for sensing: The computational power has to be sufficient

to process all the sensor data and carry out the computation required by each

module. At the same time, the overlap between the modules operating on similar

tasks should be maximized to avoid unnecessary repeated data processing.

● Calibration and Synchronization: To calibrate and synchronize all sensors with respect

to one another, an easy-to-use pipeline should be provided. In particular, the time

offset between the RGB-D cameras and the pose tracking cameras should be

minimized to allow coherent reconstruction.

● Additional modalities for Human Interaction: To enable a richer interaction with

humans, the robot should have a microphone which can be used for speech

recognition. Additionally, a movable camera setup could enable the robot to focus on

a specific area of the scene and the human to understand where the robot’s current

focus lies.
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3. Sensing modalities
In the following subsections, we present the evaluation and decision on the sensors that we

considered for each sensing modality.

3.1. Visual-inertial odometry

3.1.1. Intel® RealSense™ Tracking Camera T265
The setup will include a visual-inertial odometry sensor providing camera pose estimation. To

this purpose, we will use the Intel® RealSense™ Tracking Camera T265 [3].

Figure 1: Intel® RealSense™ Tracking Camera T265. Source: [3]

The camera (Figure 1) includes two fisheye lens sensors with a combined FOV of 163±5°, a

Visual Processing Unit optimized to run visual SLAM and a BMI055 IMU for accurate

measurements of rotation and acceleration of the device. The IMU data together with the

image data are fed into the V-SLAM algorithms to obtain timed estimates of the 6DOF sensor

pose. The technical specifications for the sensor are available at [4].

A ROS interface is available [5], which allows accessing the pose data estimated from the

sensor, as well as the grayscale fisheye camera images and the odometry measurements. The

interface allows enabling or disabling loop closures and pose jumps [6].

The sensor is interfaced through a USB3.1 Gen 1 Micro B connection (USB 2.0 is also

supported). It does not support external hardware triggering, but the software time

synchronization mechanism between the host computer and the T265 allows providing all

sensor data timestamps in millisecond-accurate host clock time [7].

At the time of writing, the camera is available for purchase through the manufacturer

website at the cost of $209 [7].

3.1.2. Sevensense Alphasense Core

In our evaluation we also considered the Sevensense Alphasense Core [8], depicted in Figure

2.

9



HARMONY (101017008) Deliverable D3.1

Figure 2: Sevensense Alphasense Core. Source: [8]

Its Development Kit consists of 5 to 8 monochrome, high-sensitivity cameras providing a 360°

coverage and a synchronized IMU. The sensor datasheet is available at [9].

However, after initial consideration the latter option was excluded due to the following

reasons:

- From unofficial quotes, the cost of the sensor is significantly larger than the one of

the Intel® RealSense™ T265 ($3000 to $5000);

- The SDK only provides the sensor drivers, while the functionalities for state and pose

estimation would need to be purchased separately and are still under development.

3.1.3. Tracking Accuracy Evaluation

We conducted a preliminary evaluation of the Intel® RealSense™ Tracking Camera T265, to

assess its accuracy in a realistic scenario of deployment on a robot platform in an indoor

environment. For this evaluation, we rigidly mounted the T265 on a movable Clearpath™
Ridgeback omnidirectional platform [10]. The platform also included an in-house

visual-inertial sensor [11] (we refer to it as visensor in the following). We used the sensor

data from this device to estimate a ground-truth trajectory with respect to which the output

of the T265 can be evaluated. In particular, we performed localization against a pre-built map

of the indoor environment using the VIO and mapping framework Maplab [12], which

received as input the data extracted by the visensor, as well as the wheel odometry from

the Ridgeback.

Figure 3 shows a qualitative overview of the results of the evaluation. The raw pose data

output by the T265 was accumulated, where pose-jump corrections available through the

Intel® RealSense™ were enabled, but no further optimization was performed on the pose

data provided by the sensor. The overall drift measured over the length of the trajectory was

approximately 1m, over a total corridor length of around 15m. We find this result to be

sufficiently accurate, considering in particular that no wheel odometry was provided as input

to the T265 - while this is recommended for wheeled robots (cf., [4], [6]) - and that the poses

could be further optimized in an actual use case by a dedicated SLAM module in the

perception pipeline.
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Figure 3: Qualitative evaluation of the accuracy of the poses estimated by the Intel®

RealSense™ T265 (shown in red), compared with the trajectory estimated by the

visensor using Maplab (shown in green).

3.2. Wheel odometry
The mobile platforms used for this project will be wheeled robots, therefore wheel odometry

data will be available. Wheel odometry contains valuable information about the movement

of the robot, which can be fused with the visual-inertial odometry to improve the state

estimation. Extrinsic calibration between the wheel odometry sensor and the tracking

camera will have to be performed for each mobile platform.

3.3. RGB-D
The perception of the scene will mainly be based on color images and depth information,

which are crucial for mapping and for manipulation. We considered multiple RGB-D sensors

and opted for the Microsoft Azure Kinect, a state-of-the-art sensor which was also used in

several recent robotics works [13]-[14]. This device (Figure 4) brings together a best-in-class

1MP depth camera and a 12MP RGB camera, as well as an IMU and a 360° microphone array.

It costs $399 at the time of writing of this proposal [15]. Both a Software Development Kit

[16] and a ROS interface [17] are provided.

The depth sensor is based on time-of-flight technology. According to the provided technical

specifications, the following accuracy of the depth sensor can be expected on the raw data:

random error std. dev. ≤ 17 mm, typical systematic error < 11 mm + 0.1% of distance without

multi-path interference [18]. These values have also been confirmed by [19]. However,

integrating multiple views will allow reducing this error. Furthermore, if the obtained

accuracy proves to be not sufficient for specific tasks, e.g., manipulation, we could
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potentially consider using an industrial-grade depth sensor, for example one based on

structured light technology [20], which however would increase the cost by more than an

order of magnitude.

Figure 4: Microsoft Azure Kinect. Source: [15]

3.4. 2D LiDAR
A 2D LiDAR will be used to detect planar obstacles and avoid collisions. It is especially

important from a safety point of view, as the Harmony robot will navigate in crowded areas

with humans. We propose to use the SICK 2D LiDAR SICK TIM781S-2174104 (Figure 5) for the

final prototype, which has a range of 0.05 m to 25 m. It costs around $2500 [21]. However,

during testing other models of 2D LiDARs may be used by the partners.

Figure 5: SICK TIM781S-2174104 LIDAR. Source: [21]

3.5. Additional modalities
In addition to the aforementioned modalities, our setup might include the sensors described

in the sections below.

3.5.1. Radar

The aforementioned sensor modalities are not optimized for the perception of transparent

surfaces; however, this could be relevant for instance when manipulating and interacting

with non-opaque objects (e.g., test tubes) or for safety reasons (e.g., to detect windows or

avoid collisions with structures made of glass). While we do not plan to integrate a sensor

specifically dedicated to tackling this problem in the perception pipeline, it would be possible

for instance to include a radar for obstacle avoidance, e.g., the Texas Instrument

IWR6843AOPEVM (Figure 6), previously used by ABB.
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Figure 6: Texas Instrument IWR6843AOPEVM. Source: [22]

3.5.2. Microphone

For tasks requiring human-robot interaction (Objective 6: “Safe and socially cooperative

human-robot interaction”), audio signals will be used as an additional modality, to enable

verbal communication from humans to the robot. While the Azure Kinect (cf. §3.3) features

an array of microphones, at the time of writing its Software Development Kit does not

support accessing the raw data from the microphone through the API (cf., e.g., [23]).

Furthermore, since the main use of the Azure Kinect will be for visual perception, the

positioning of its microphones might not be optimal for best capturing the voice of a human

interacting with the robot. As suggested by UT, it is therefore recommended that a dedicated

set of microphone arrays is used, e.g., a ReSpeaker Mic Array [24].

3.5.3. Force Sensor for Gripper

Tactile and force sensing on the gripper will be used as additional modalities for tasks

involving object manipulation (Objective 4: “Learning grasping and manipulation by

demonstration”), as recommended by UEDIN.

3.5.4. Moving camera for Manipulation / User Interaction

The proposed camera setup (cf. §4.2) provides a fixed static configuration of the visual

sensors. However, a number of applications might also benefit from the possibility of

orientating the camera dynamically in the scene: in particular, a moving camera could

enhance occlusion handling in manipulation task (Objective 4: “Learning grasping and

manipulation by demonstration”), while a pan-tilt unit could provide a means to enrich the

human-robot experience in an interaction task (Objective 6: “Safe and socially cooperative

human-robot interaction”), enabling expressive communication from the robot to the human

(e.g., mimicking head nodding). However, the benefit of adding these movement capabilities

is yet to be fully evaluated; moreover, these solutions would introduce additional complexity

in calibration and camera pose tracking. In the preliminary version of the sensor setup we

will therefore rely on the fixed configuration described in §4.2; the partners potentially

interested in this solution will evaluate it through a dedicated platform that provides pan-tilt

units, e.g., Kawada Nextage [25]. In the subsequent phases of the project, a pan-tilt unit will

possibly be integrated into the setup according to the results of these evaluations.
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4. Sensor placement evaluation
The following sections describe the proposed configuration of the sensors.

4.1. 2D LiDAR mounting
The SICK 2D LiDAR has an angular coverage of 270°. Therefore, we propose to use two

LiDARs, one in the front and one in the back of the robot, to obtain a 360° coverage. The

sensor should be mounted parallel to the robot base footprint (i.e., not tilted), at a height of

10-30cm above the ground.

4.2. RGBD configurations

4.2.1. Sensor Placement

For the placement of the RGB-D sensor, we considered the following requirements:

● Covering the manipulation workspace as well as the surroundings needed for

mapping;

● The horizontal Field of View (FoV) should be as large as possible;

● The computational load should be manageable by a single computer.

We realized that two Kinect Azures are necessary to cover these requirements. To place

these two sensors, we considered two different configurations: arranging the cameras side

by side - what we call vertical setup - or stacking them on top of each other - which we refer

to as horizontal setup. The two setups are shown in Figure 7. To compare those setups, we

designed and built a temporary custom sensor mount consisting of an aluminum frame and a

3D-printed camera mount, which we assembled on an ABB YuMi® robot [26]. Once the

sensor setup is final, we will design and build a sensor mount and share it with the partners.

Vertical Setup Horizontal Setup

Figure 7: The two evaluated RGB-D sensor placements. The visualized CAD models were
designed for an ABB YuMi® robot [26] with a custom mount.
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The vertical setup has the advantage that the horizontal FoV is maximized, resulting in a

combined FoV of 110°. Furthermore, this setup allows the fields of view of the cameras to

overlap in the region between the two camera centers, which is most likely to contain

relevant information, hence providing better coverage of this area. However, after visualizing

the data from the cameras, we noticed that there is always a trade-off: when focusing on the

mapping view some information for the manipulation view was missing, and vice-versa.

Additionally, due to perspective effects and the non-square field of view of the depth

camera, some data at the upper and lower edge of the scene center was missing. For those

reasons, we decided to opt for the horizontal setup. This has the advantage that the mapping

view is separated from the manipulation view and therefore both cameras can be optimally

placed for their respective task. Additionally, it could be more efficient from a computational

point of view, because it would allow selective data processing of either the mapping or the

manipulation camera depending on the current task. The resulting frustums of this setup is

shown in Figure 8: the horizontal FoV is 90° and the combined vertical FoV is approximately

110°.

Side View Top View

Figure 8: The frustums of the horizontal setup.

To summarize, the final recommendations for the placement of the RGB-D sensor, as

visualized in Figure 9, are:

● 2 RGB-D cameras, both at ca. 1.5m height, above the shoulders of the robot;

● The mapping RGB-D camera is horizontally mounted, facing forward;

● The manipulation RGB-D camera is mounted facing downwards, at an angle of

approximately 60° w.r.t. the horizontal axis of the mapping camera.
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Figure 9: Recommended RGB-D sensor placement.

4.2.2. Sensor Settings

The Azure Kinect has a variety of hardware settings that can be configured according to the

needs of the application [18]. The main settings are: resolution of RGB image, FOV and range

of depth image, and frames per second (FPS). For the depth image, either Wide FOV

(120°x120°) or Narrow FOV (75°x65°) can be selected, as shown in Figure 10. The range of

the depth image is increased when using the 2x2 binned mode, but this comes at the cost of

a lower depth resolution.
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Figure 10: Azure Kinect FOV Settings. Source: [18]

Figure 11 shows the NFOV and the WFOV point clouds of an example indoor scene. As we

are interested in a FOV that covers an area as large as possible, we recommend using the

WFOV setting. The two Kinect cameras can be used with an overlapping FOV, but in this case

a triggering time offset of 160 μs is recommended, to prevent inference of the infrared light

beams. The two cameras can be synchronized to each other quite easily by connecting the

synchronization hardware ports of master and subordinate sensor with a 3.5 mm audio cable

[27].
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Depth WFOV

Depth NFOV

Figure 11: Example of data extracted from the Azure Kinect in an indoor scene, horizontal
setup. From left to right: depth image, RGB image and point cloud. Top row shows WFOV,

bottom row shows NFOV.

We evaluated different combinations of the Azure Kinect settings to analyze the influence on

CPU usage and disk memory. For the test setup, we connected two Azure Kinect cameras to a

Lenovo ThinkPad laptop (specifications in Table 1) and recorded a 10-second rosbag of all the

relevant ROS topics. The results of this evaluation are summarized in Table 1. We found that

for RGB resolutions larger than HD (1280x720 px), the sensor frequency was too slow, as the

desired value of 15 FPS could not be reached for most settings. Therefore, we recommend

using HD resolution, as it allows the sensor to reach its full frequency and still provides a

large enough image resolution to meet the requirements expressed by the partners.

Furthermore, looking at the CPU usage, it can be seen that the rather high-end laptop used

for the experiment is able to process the data from the two cameras. However, we expect

that including additional cameras would make processing on a single machine infeasible.

Moreover, it can be observed that using uncompressed data causes the amount of generated

data to easily explode (e.g., the size of a 10-second rosbag exceeds 2 GB), which could

further increase the computational cost of processing. However, making use of the ROS
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compression algorithms allows substantially reducing the data size (40 MB for a 10-second

rosbag). Therefore, we recommend working with the compressed data wherever possible.

RGB resolution
(px)

Depth FPS Measured
FPS

CPU usage
(i7-10850H @
2.70GHz, 12 cores)

Disk memory,
raw (per
camera)

Disk memory,
compressed
(per camera)

1280x720 (HD) WFOV,
Unbinned

15 14.8 45% 2.11GB 38.5MB

1280x720 (HD) WFOV,
2X2Binned

30 29.6 50% 2.53GB 47.0MB

1920x1080
(FullHD)

WFOV,
Unbinned

15 10.5 65% 2.39GB 37.5MB

1920x1080
(FullHD)

WFOV,
2X2Binned

15 14.8 40% 2.50GB 39.0MB

1920x1080
(FullHD)

WFOV,
2X2Binned

30 14.6 65% 2.49GB 39.1MB

Table 1: Evaluation of different hardware settings of the Azure Kinect.

To summarize, the final recommendations for the parameters that can be selected by the

user are the following:

● RGB: HD Resolution (1280x720)

● Depth: WFOV, Unbinned

● FPS: max 30 Hz, can be reduced according to the need of the application. The

possible values are: 5, 15, and 30 Hz.

The above parameters result in the properties shown in Table 2.

RGB Depth

FOV

Horizontal
FOV Vertical

FOV

Horizontal
FOV Vertical Resolution Range

90° 60° per camera 120° 120° per camera 1024x1024 px 0.25-2.21 m (unbinned)

Table 2: RGB-D properties when using the recommended parameters.

4.3. VIO tracking camera placement
During initial testing the best placement for the VIO tracking camera (cf. §3.1) will be

determined.  The camera will be mounted horizontally facing forward and the main aspect

being adjusted is the height at which the camera will be mounted. Mounting the camera

together with the RGB-D sensors at a height of 1.5m results in a compact sensor package.

19



HARMONY (101017008) Deliverable D3.1

However, this may impact the sensor’s performance in crowded settings. An alternative is to

mount the camera lower to the ground which would overcome such issues but makes the

calibration of the sensor payload more challenging. Which of these options works best for

the use cases in Harmony will be evaluated during the development of the sensor prototype.

5. Computer
5.1. CPU

All the modules in the pipeline will require access to a CPU. Depending on the exact

computational requirements that will be defined (cf. Deliverables 2.1 and 2.2), one or

multiple computers will be used. In particular, it appears a sensible choice to share

processing units among modules that are highly interlinked and require access to common

data, so as to minimize transmission delays and computational overhead. One possible

option for on-board computing on the robots, previously deployed by multiple partners, is

the Intel® NUC, e.g., Intel® NUC 11 Pro Mini PC NUC11TNKv7 [28]. This mini computer

features an Intel® Core™ i7-1185G7 Processor with 4 cores/8 threads up to 4.80GHz

frequency and is available for purchase at around $1200.

Figure 12: Intel® NUC 11. Source: [28]

5.2. GPU
Different partners have expressed the requirement of having access to a Graphical Processing

Unit (GPU). In particular, tasks involving semantic segmentation (BONN, WP3-4),

manipulation (UEDIN, WP6), and generic object-aware perception (ETH, WP3) will rely on

deep-learning components or other software modules that depend on access to GPU to

accelerate computing operations. Therefore, one or multiple GPUs will be included in the

setup, depending on the system architecture that will be defined through Deliverables 2.1

and 2.2. One possible choice for this hardware are the NVIDIA® Jetson modules, which were

particularly designed for deployment in end-to-end AI robotics applications [28]. For lower

computational requirements, a NVIDIA® Jetson Xavier NX™ Developer Kit could be used,

providing a NVIDIA Volta™ GPU architecture with 384 CUDA cores and 48 Tensor cores, 8 GB

128-bit LPDDR4 51.2GB/s memory, and a 6-core NVIDIA Carmel ARM®v8.2 64-bit CPU, at the

cost of $399 [29]-[30].
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Figure 13: NVIDIA® Jetson Xavier NX™ Developer Kit. Source: [29]

For larger computational requirements, the NVIDIA Jetson AGX Xavier Developer Kit may be

used. This module provides a NVIDIA Volta™ GPU architecture with 512 CUDA cores and 64

Tensor cores, 32 GB 256-bit LPDDR4 136.5GB/s memory, and a 8-core NVIDIA Carmel

ARM®v8.2 64-bit CPU, at the cost of $899 [29]-[30].

Figure 14: NVIDIA® Jetson AGX Xavier Developer Kit. Source: [29]

6. Conclusions
In conclusion, we identified the essential sensing modalities that the robot has to provide, as

well as some additional modalities that are required by individual partners and can be added

in an incremental fashion. For the essential modalities, we evaluated multiple sensor models

as well as different placements on the robot. Tables 3-5 summarize the recommended

minimal sensor setup.

RGB-D Camera: 2x Azure Kinect "Horizontal configuration"

Sensor: RGB FOV: 90°x60°, Resolution: 1280x720

Sensor: Depth FOV: 120°x120°, Resolution: 1024x1024 px, Range: 0-25-2.21m

FPS 5 / 15 / 30 Hz

Interface USB, Power, optional synchronization cable between cameras

Mounting ~1.5 m height; one forward- and one downward-facing

Cost $400/camera

Table 3: Specifications of the recommended setup for the RGB-D sensors.
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Visual-inertial odometry: Intel Realsense T265 Tracking Camera

Sensor 2 monochrome fisheye lenses with combined 163° FoV

Algorithm Runs V-SLAM to provide the 6DOF pose

Interface USB

Mounting ~1.5 m height, horizontally forward facing

Cost $200

Table 4: Specifications of the recommended setup for the visual-inertial odometry sensor.

2D LiDAR: 2x, e.g., SICK LiDAR TIM781S-2174104

Sensor Infrared 2D LiDAR scanning at 15 Hz

Coverage 270°/LiDAR; combine two for 360° coverage

Range 5 cm - 25 m

Mounting 10-30 cm height; horizontal; one in the front & one in the back

Interface USB, Ethernet, Power

Cost $2500/sensor

Table 5: Specifications of the recommended setup for the 2D LiDAR sensor.
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